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1	Scope
The present document …
EXAMPLE:	The present document provides the necessary adaptions to the endorsed document.

The Scope shall not contain requirements.
2	References
The following text block applies.
References are either specific (identified by date of publication and/or edition number or version number) or nonspecific. For specific references,only the cited version applies. For non‑specific references, the latest version of the referenced document (including any amendments) applies.
2.1	Normative references
As a Technical Report (TR) is entirely informative it shall not list normative references.
The following referenced documents are necessary for the application of the present document.
Not applicable.
2.2	Informative references
Clause 2.2 shall only contain informative references which are cited in the document itself.
The following referenced documents are not necessary for the application of the present document but they assist the user with regard to a particular subject area.
· [i.1] oneM2M Drafting Rules https://member.onem2m.org/static_Pages/others/Rules_Pages/oneM2M-Drafting-Rules-V1%202%202.doc
3	Definition of terms, symbols and abbreviations
Delete from the above heading the word(s) which is/are not applicable.
3.1	Terms
Clause numbering depends on applicability.
· A definition shall not take the form of, or contain, a requirement.
· The form of a definition shall be such that it can replace the term in context. Additional information shall be given only in the form of examples or notes (see below).
· The terms and definitions shall be presented in alphabetical order.
For the purposes of the present document, the [following] terms and definitions [given in … and the following] apply:
Definition format
<defined term>: <definition>
If a definition is taken from an external source, use the format below where [N] identifies the external document which must be listed in Section 2 References.
<defined term>[N]: <definition>
example 1: text used to clarify abstract rules by applying them literally
NOTE: 	This may contain additional information.
3.2	Symbols
Clause numbering depends on applicability.
For the purposes of the present document, the [following] symbols [given in … and the following] apply:
Symbol format
&lt;symbol>	&lt;Explanation>
&lt;2nd symbol>	&lt;2nd Explanation>
&lt;3rd symbol>	&lt;3rd Explanation>
3.3	Abbreviations
Abbreviations should be ordered alphabetically.
Clause numbering depends on applicability.
For the purposes of the present document, the [following] abbreviations [given in … and the following] apply:
Abbreviation format
&lt;ABBREVIATION1>	&lt;Explanation>
&lt;ABBREVIATION2>	&lt;Explanation>
&lt;ABBREVIATION3>	&lt;Explanation>
4	Conventions
The key words "Shall", "Shall not", "May", "Need not", "Should", "Should not" in this document are to be interpreted as described in the oneM2M Drafting Rules [i.1]
5	Introduction to Interworking with ETSI MEC
Interworking oneM2M with ETSI MEC aims to add capabilities that enable hosting a (potentially more than one) oneM2M CSE as well as IPE AE's (as needed) on an edge platform. This will allow oneM2M to leverage recent capabilities that focus on edge platforms that can perform complex processing and reduce end‑to‑end latency and throughput. The document describes services that are exposed by ETSI MEC and additional new features that are defined to offer enhanced services from oneM2M and ETSI MEC.
5.1	Deploying oneM2M with ETSI MEC
The services in this clause are fundamentally based on an edge computing compliant deployment, where oneM2M and ETSI MEC platforms are central to the architecture. Such an integration can consider several deployment options, each presenting distinct technical and business implications. In June 2023, oneM2M and ETSI MEC collaboratively developed a white paper titled "Enabling Multi‑access Edge Computing in Internet‑of‑Things: how to deploy ETSI MEC and oneM2M." [i.15] This white paper proposes four distinct deployment options for how oneM2M and MEC can be integrated and operated.
5.1.1	Option A
oneM2M CSE is deployed in a cloud platform and MEC in an Edge platform. This deployment scenario positions the IoT platform itself primarily on the cloud side, with MEC functioning at the edge. It represents one of the most common deployment configurations for cloud‑based IoT platforms integrating with edge computing. While it allows for some benefits of edge computing through localized network and processing, it doesn't fully leverage the advantages of a 100% edge computing environment, as the cloud remains the ultimate endpoint for data storage and management.
[image: ./media/oneM2M_MEC_deployment_A.png]
Deployment A
5.1.2	Option B
oneM2M CSE and MEC as Edge Nodes hosted on different physical Nodes. In this option, both oneM2M and MEC are deployed as edge nodes, but they reside on physically separate edge hardware. Compared to Option A, this setup allows for all data and information exchange between oneM2M and MEC to be performed locally at the edge, resulting in faster processing. Despite oneM2M IoT service providers and ETSI MEC entities potentially being distinct, this scenario is viable, particularly in the nascent stages of the edge computing market.
[image: ./media/oneM2M_MEC_deployment_B.png]
Deployment B
5.1.3	Option C
oneM2M and MEC are deployed on the same physical Edge Node. This scenario involves the oneM2M and MEC platforms being installed and operated on the very same physical edge node. This co‑location can significantly enhance service performance by eliminating unnecessary data and information exchange between separate nodes. Implementing this option typically necessitates a Service Level Agreement (SLA) between the respective platform providers, and both platforms must support dynamic deployment capabilities across various edge nodes.
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Deployment C
5.1.4	Option D
oneM2M and ETSI MEC are tightly coupled within the same edge node. This represents the deepest level of integration, where oneM2M and MEC platforms are physically coupled, often through direct API‑level interworking. In this setup, the oneM2M platform can be recognized and function as an MEC application, fully leveraging all services and functions provided by the MEC environment to deliver a truly 100% edge computing solution. Conversely, the MEC platform can directly offer data source, processing, and multi‑access networking capabilities by hosting oneM2M as an integrated application. Achieving this level of tight coupling necessitates the development of standard documents defining clear interoperability and interworking specifications between the oneM2M and ETSI MEC platforms.
[image: ./media/oneM2M_MEC_deployment_D.png]
Deployment D
5.2	Additional services to be deployed
5.2.1	Swarm Computing Services
 Architecture using oneM2M and ETSI MEC  ### 5.2.2 Federated Learning Services  Architecture using oneM2M and ETSI MEC 
6	Potential impacts for Interworking with ETSI MEC
6.1	Architecture for oneM2M and MEC
Clause 5.1 describes the four deployment options for oneM2M and MEC integration. These options range from deploying oneM2M in a cloud platform with MEC at the edge (Option A) to tightly coupling oneM2M and MEC within the same edge node (Option D). Each option presents different technical and business implications, with varying degrees of integration and performance benefits.
[image: ./media/Four_architectures.png]
Four architectures
This clause looks at each of the deployments and identifies the unique components involved in integration of oneM2M and ETSI MEC. These 4 deployment options are reflected in the following diagram with components that are needed to implement each deployment. This clause will identify the components and then solutions that are needed to be implemented will be described in clause 7.
6.1.1	ETSI MEC IPE
Define a MEC Interworking Proxy Entity (IPE) that acts as a bridge between the MEC and oneM2M environments, facilitating seamless communication and data exchange. The MEC IPE may deployed as a MEC application that is hosted on the MEC platform or some other platform.
· The MEC IPE will follow existing oneM2M IPE (TS‑0033 IPE) principles to convert data that comes from devices that use the MEC APIs to a oneM2M resource structure.
· The MEC IPE will operate as a MEC application and register to the MEC platform.
· The MEC IPE will support the discovery of MEC services and capabilities exposed by the MEC platform.
· The MEC IPE may discover and provision devices that are connected to the MEC platform.
This is shown in deployment option A and B.
6.1.2	3rd Party IPE
Define a 3rd Party Interworking Proxy Entity (IPE) that allows external applications or services to interact with the oneM2M and MEC environments. This IPE can be used to extend the capabilities of the MEC platform by integrating with external systems.
· The 3rd Party IPE will follow existing oneM2M IPE (TS‑0033 IPE) principles to convert data that comes from external applications to a oneM2M resource structure.
· The 3rd Party IPE will operate as a MEC application and register to the MEC platform.
· The 3rd Party IPE may also provide additional functionality, such as data aggregation or analytics, to leverage the capabilities of the MEC platform.
This is shown in deployment option A.
6.1.3	Mca Proxy
Define a Mca Proxy that enables communication between oneM2M devices and the registered CSE. This component is needed to facilitate communication between oneM2M devices where there is no direct connection to the IN‑CSE. In the oneM2M architecture devices communicate with CSEs using the Mca reference point, however devices cannot directly communicate with other oneM2M applications or devices. A new component is needed to facilitate this communication.
· The Mca Proxy is implemented as an MEC Application.
· The Mca Proxy will facilitate communication between oneM2M devices and the registered CSE by acting as an intermediary.
· The Mca Proxy may also provide additional functionality, such as security processing or provisioning.
This is shown in deployment option A.
6.1.4	Swarm Compute AE
Define a Swarm Compute Application Entity (AE) that enables swarm computing capabilities within the oneM2M and MEC environments. This AE will facilitate the coordination and management of multiple devices working together to perform complex tasks.
· The Swarm Compute AE will be implemented as a MEC application and register to the MEC platform.
· The Swarm Compute AE will support the orchestration and management of swarm computing tasks across multiple devices.
· The Swarm Compute AE will leverage MEC services and capabilities to enhance the performance and efficiency of swarm computing operations.
This is shown in deployment option B.
6.1.5	Federated Learning AE
Define a Federated Learning Application Entity (AE) that enables federated learning capabilities within the oneM2M and MEC environments. This AE will facilitate the coordination and management of multiple devices working together to perform distributed machine learning tasks.
· The Federated Learning AE will be implemented as a MEC application and register to the MEC platform.
· The Federated Learning AE will support the orchestration and management of federated learning tasks across multiple devices.
· The Federated Learning AE will leverage MEC services and capabilities to enhance the performance and efficiency of federated learning operations.
This is shown in deployment option B.
6.1.6	3rd Party IPE MN-AE
Define a 3rd Party IPE (MN‑AE) that acts as an intermediary between non‑oneM2M devices and the oneM2M architecture. This IPE will facilitate the interaction between non‑oneM2M devices and oneM2M applications by converting data formats and managing communication protocols. The difference between the 3rd Party IPE (MN‑AE) and the 3rd Party IPE (MEC APP) is that it is not managed by the MEC platform. (see 6.1.4)
· The 3rd Party IPE (MN‑AE) will follow existing oneM2M IPE (TS‑0033 IPE) principles to convert data that comes from non‑oneM2M devices to a oneM2M resource structure.
· The 3rd Party IPE (MN‑AE) will register to the MEC platform.
· The 3rd Party IPE (MN‑AE) will support the discovery of services and capabilities exposed by the MEC platform.
This is shown in deployment option B.
6.1.7	MEC CSF
Define a MEC Common Service Framework (CSF) that provides a set of common services and APIs for MEC applications. The MEC CSF will enable seamless integration and interoperability between MEC applications and oneM2M services.
· The MEC CSF will be registered to the MEC platform.
· The MEC CSF will leverage MEC services and capabilities to enhance the performance and efficiency of registered devices.
· The MEC CSF will provide a unified API for oneM2M applications to access MEC services.
This is shown in deployment option C.
6.1.8	Swarm Computing CSF
Define a Swarm Computing Common Service Framework (CSF) that provides a set of common services and APIs for swarm computing applications. The Swarm Computing CSF will enable seamless integration and interoperability between swarm computing applications and oneM2M services.
· The Swarm Computing CSF will provide a unified API for oneM2M applications to access swarm computing services.
This is shown in deployment option D.
6.1.9	Federated Learning CSF
Define a Federated Learning Common Service Framework (CSF) that provides a set of common services and APIs for federated learning applications. The Federated Learning CSF will enable seamless integration and interoperability between federated learning applications and oneM2M services.
· The Federated Learning CSF will provide a unified API for oneM2M applications to access federated learning services.
This is shown in deployment option D.
6.1.10	oneM2M CSE as MEC Service
Define a oneM2M CSE that is deployed as a MEC service. This CSE will be tightly integrated with the MEC platform, allowing it to leverage MEC services and capabilities to enhance its performance and efficiency.
This is shown in deployment option D.
6.2	Orchestration of oneM2M CSE's and MEC platforms
When using a oneM2M and MEC edge platform the deployments include multiple oneM2M/MEC instances. This clause describes needed features for the management, orchestration and federation of edge platforms that include a oneM2M MN‑CSE and the ETSI MEC platform. The federation and orchestration framework will explore the existing APIs for discovery and resource management principles defined in both standards, while proposing extensions to them with federation and synchronization capabilities. Before orchestrating handover, swarm computing, or federated learning mechanisms, MEC/oneM2M instances must be able to discover, register, and organize themselves into collaborative groups:
· Instances Registration: MEC/oneM2M nodes (e.g., IN‑CSE, MN‑CSE, MEC Platform, MEC Host, etc.) should be able to register to a federation registry, that may include its identity, capabilities, and available services.
· Instances Discovery: MEC/oneM2M nodes should be able to advertise its capabilities through standard discovery mechanisms (e.g., oneM2M Discovery resource, MEC location, etc.). This might be achieved by publishing metadata about the MEC/oneM2M node's processing power, storage capabilities, network connectivity, and supported APIs.
· Instances Federation: once discovered, MEC/oneM2M instances can be logically grouped into a federation group. Such a group might be a collection of MEC/oneM2M instances that are allowed to intercommunicate and cooperate in executing distributed tasks. Federation groups could be defined based on geographic proximity, application domain or QoS requirements.
· Roles Assignment: based on their capabilities, the MEC/oneM2M nodes could be selected for specific roles such as handover anchor, swarm computing worker or federated learning participant. For the instance, MEC/oneM2M nodes with high processing power and storage capacity could be selected for swarm computing and federated learning training tasks, while nodes with good connectivity could be used for handover, service continuity and low‑latency communications.
Therefore, the orchestration framework should:
· Implement resource replication mechanisms to mirror or move device/application registration between MN‑CSE instances or IN‑CSE or across MEC hosts including the reference criteria for doing that.
· Ensure a handover‑safe mechanism for migrating subscriptions (first establish a new subscription and then terminate the old one).
· Establish synchronization mechanisms between MN‑CSE and IN‑CSE to ensure that the recent device states are propagated upward and historical data are migrated asynchronous, when necessary.
· Identify and discover MEC/oneM2M instances from logical federation group.
· Match available resources (e.g., storage, compute, connectivity, etc.) with service requirements (e.g., handover, swarm computing or federated learning).
· Assign tasks to federation nodes.
· Keep registrations, subscriptions, and data synchronized across MN‑CSEs/IN‑CSEs and MEC nodes.
· Continuously monitor nodes performances and workload by reassigning tasks or triggering handover when needed.
The orchestration framework should create a federated, service‑aware, and resource‑optimized environment where ETSI MEC and oneM2M instances jointly deliver advanced distributed computing and IoT data management, by addressing handover continuity, swarm scalability, and federated learning privacy. It may also support dynamic service discovery and registration, load balancing across multiple instances, and failover and redundancy mechanisms.
6.3	Handover of IoT devices to oneM2M/MEC platforms
The Handover mechanism refers to the process of transferring control of a device or service from one MEC/oneM2M instance to another, ensuring seamless connectivity and service continuity. There three main scenarios where handover is essential:
· Optimizing the connection of wireless IoT devices as they move geographically, ensuring they remain connected to the most appropriate edge node.
· Maintenance of services or servers that need to be migrated between MEC/oneM2M instances due to load balancing, resource optimization, or fault tolerance.
· Emergency scenarios where rapid handover is required to maintain service continuity during network disruptions or failures, such as a failure of an edge node or a sudden surge in demand.
This process, illustrated in Figure 6.3.1, is critical when devices move between different edge nodes or when services must be migrated to maintain low latency, reliability, and high availability.
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Fig 6.3.1
Fig 6.3.1 IoT device handover Depending on system design and device capability, handover control can follow one of two approaches:
· Device‑controlled handover: The device itself detects conditions that trigger a handover (e.g., deteriorating radio quality, mobility, policy changes). It initiates discovery, re‑registration, and session updates with the target MEC/oneM2M instance. This approach offers autonomy but assumes the device has sufficient resources to evaluate conditions, make decisions, and handle signaling.
· Network‑controlled handover: The MEC/oneM2M infrastructure (e.g., MN‑CSEs or gateways) monitors device connectivity and system load, then initiates or enforces a handover. The device simply follows the instructions (e.g., re‑register to a new MN‑CSE) without needing complex logic or extensive signaling capability. This approach could be suitable for constrained IoT devices with limited processing or decision‑making capacity.
In practice, the chosen strategy should balance device capability, network intelligence, and the requirements of the application domain. For resource‑constrained IoT devices, offloading decision‑making to the MEC/oneM2M layer may reduce device complexity and power usage, while device‑controlled handovers may provide faster reaction times and greater autonomy in heterogeneous deployments. To design an effective handover mechanism, the following high‑level considerations should be addressed:
· Identity & Security: The device must maintain a consistent identity across MEC/oneM2M instances, with fast and secure re‑authentication (e.g., token‑based methods). Security credentials and keys should be managed automatically to ensure a smooth transition.
· Session & State Continuity: Handover must preserve session continuity and data consistency. This includes mechanisms for state replication (buffers, acknowledgments, sequence numbers), subscription reinstatement, downlink catch‑up, and, where possible, context transfer of QoS or profiles between gateways.
· Performance & Latency: Interruptions must be minimized with well‑defined handover budgets (e.g., ≤200 ms for critical telemetry). Local buffering, ordering policies, duplicate suppression, and time synchronization help maintain low latency and reliable delivery.
· Network Awareness & Adaptation: The mechanism should leverage network conditions such as bandwidth, signal strength, and congestion when selecting target gateways. Neighbour awareness, proactive discovery, and policy‑based triggers (RSSI/SNR thresholds, cost/latency trade‑offs) are key to ensuring optimal handover decisions. Admission control policies must also be considered, allowing gateways to accept or defer connections gracefully.
· Monitoring & Reliability: System reliability depends on the ability to measure and manage handovers. KPIs such as attach/authentication time, packet loss, and latency deltas should be tracked. Tracing, alarms for frequent or failed handovers, and robust retry/backoff logic ensure stability and resilience.
· Device Constraints & Efficiency: IoT devices, often resource- or power‑constrained, require lightweight solutions. Gateway‑local registrations can reduce complexity, while power‑aware scanning and cached neighbour reports minimize RF cost. Feature negotiation and versioned message contracts further improve compatibility and efficiency across heterogeneous deployments.
These considerations will be further analyzed in oneM2M and ETSI MEC.
6.4	oneM2M/MEC support of swarm computing
Swarm Computing refers to the coordination of multiple MEC/oneM2M instances to perform distributed computing tasks, leveraging the capabilities of edge devices and networks. In this paradigm, individual MEC/oneM2M nodes act like members of a swarm, each contributing processing power, storage, connectivity, or sensing capabilities to achieve collective goal. The system operates in a decentralized and adaptive manner, where tasks can be dynamically partitioned, distributed, and recombined across nodes depending on resource availability, network conditions, and application requirements. This enables resilient, scalable, and low‑latency processing, as tasks are executed closer to the data sources and devices while ensuring cooperative load balancing, fault tolerance, and energy efficiency. When mapped onto MEC/oneM2M interworking, distributed instances could be implemented as Application Entities (AEs) hosted on Middle Nodes (MNs) or Application Dedicated Nodes (ADNs). In this scenario, local coordination within a swarm could be supported by nearby Common Service Entities (CSEs). In ETSI MEC terms, there can be MEC Services or MEC Applications which provide contextual information aggregated from other swarm nodes. In this clause, the entities involved are described as follows:
· Swarm Agent (Local/Edge): is a software entity running on a device, MEC host, or oneM2M Application Entity that performs local computation and participates in cooperative swarm behavior. It executes subtasks of a global distributed task, shares local state, sensor data, or intermediate results with peers. The local Swarm Agent may run on constrained devices or ADNs, focusing on lightweight processing and sensing, while the Edge Swarm Agent may run on MEC hosts or MNs, handling more complex subtasks and acting as a bridge to cloud/federated nodes.
· Swarm Entity: is any participating user or platform (e.g., device, MEC host, AE, MN, or ADN) that contributes computing, storage, or sensing resources to the swarm. It executes assigned subtasks and exchanges state updates with other nodes via oneM2M group communication or MEC APIs.
· Swarm Collector: software (e.g., CSE or MEC host) that aggregates results from multiple swarm nodes and produces a unified output. It collects partial results from distributed swarm nodes, performs aggregation (e.g., fusion of sensor data), and provides the final output back to the orchestrator, applications, or end‑users.
· Swarm Orchestrator: is the central coordination entity of the swarm that manages task distribution, resource allocation, synchronization, resilience, and policy enforcement. It splits global tasks into subtasks, assigns subtasks to swarm nodes based on capacity, connectivity, and energy, detects node failures and reassigns tasks, and ensures QoS, latency, energy, and fault‑tolerance goals. It may operate centrally (e.g., cloud IN‑CSE) or decentrally (e.g., at MEC/MN‑CSE) depending on deployment.
Consistent with the deployment options described in Clause 5, swarm computing may be implemented through the following options:
· Option 1: In this configuration, Swarm Entities ask Swarm Agents to perform local tasks and interact with a Swarm Collector located nearby at the edge. The Swarm Orchestrator coordinates task assignment and resource allocation. Swarm Agents can execute subtasks locally and return intermediate results to the Swarm Collector, which consolidates outputs and sends them back to the Swarm Orchestrator. The Swarm Orchestrator and the Swarm Collector may be co‑located or deployed separately on the edge. This option emphasizes low‑latency collaboration between distributed Swarm Nodes and is well‑suited for scenarios where tasks require real‑time responses and localized aggregation as illustrated in Figure 6.4.1.
· [image: ./media/swarm_computing_option_1_updated.png]
· Fig 6.4.1
Fig 6.4.1 Swarm Computing Implementation - Option 1
· Option 2: Swarm Entities could be resource‑constrained devices running lightweight processing. These devices can only execute simple tasks and rely on the Swarm Agents for heavier processing and the Swarm Collector for results aggregation. The Swarm Orchestrator manages tasks' distribution and offloading policies, ensuring that constrained Swarm Entities are not overloaded. The Swarm Collector aggregates results from multiple Swarm Agents (e.g., deployed on the edge, namely Swarm Agent 1 and Swarm Agent 2) in charge of processing of the different sub‑tasks, and returns consolidated outputs. This result is then shared with the Swarm Orchestrator as well as with the Swarm Agent that sent the original request. Finally, the initial Swarm Agent (Local) performs post‑processing operations according to the requirements of the initial request, as shown in the Figure 6.4.2. In this option, the Swarm Collector and the Swarm Orchestrator may be co‑located on the edge platform..
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Fig 6.4.2
Fig 6.4.2 Swarm Computing Implementation - Option 2
· Option 3: This option extends orchestration beyond the edge by combining local processing with cloud‑level intelligence. Swarm Entities interact with Swarm Agents at the edge (close to the devices) to perform latency‑sensitive processing. In addition, the Swarm Collector, located in a more centralized or cloud domain, executes high‑level analytics such as large‑scale pattern recognition or long‑term optimization using datasets that have been previously collected. The Swarm Orchestrator ensures synchronization between local results coming from the Swarm Agent at the edge and global insights from the cloud, as illustrated in Figure 6.4.3. The Swarm Collector (Global) receives the data produced by the Swarm Entity via the Swarm Orchestrator, and then performs application‑specific pattern recognition which is shared with the Swarm Entity via the Swarm Orchestrator and the Swarm Agent. This hybrid model leverages the strengths of both edge and cloud: low latency at the edge and high computational power in the cloud, enabling scalable and adaptive swarm intelligence. This option is more application‑specific because it divides intelligence between cloud and edge based on the workload. While Options 1 and 2 mainly vary by how close computation is to devices or how much is offloaded, Option 3 requires a split between real‑time behavior at the edge and high‑level reasoning in a cloud. Therefore, the placement of functions depends on the type of analytics, latency constraints, and data‑handling rules of each application.
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Fig 6.4.3
Fig 6.4.3 Swarm Computing Implementation - Option 3
To allow multiple MEC/oneM2M nodes to collaboratively perform distributed tasks, the orchestration mechanisms should take into account the following aspects:
· Task Decomposition: a global computation task is divided into smaller subtasks. The orchestrator distributes these subtasks to participating MEC/oneM2M nodes based on their declared processing and storage capacity, network connectivity, or CPU/GPU availability.
· Synchronization: appropriate synchronization mechanisms (e.g., publish/subscribe over oneM2M and MEC APIs) should ensure swarm nodes operate on consistent views of data. To maintain consistent swarm knowledge across federated nodes, a distributed state synchronization is required.
· Task offloading: the orchestration mechanism should support task offloading policies where swarm members dynamically delegate high‑complexity processing to nearby MEC/oneM2M nodes.
· Resilience: in case of node failures, the orchestrator dynamically reallocates unfinished subtasks to other swarm nodes.
· Coordination and Aggregation: results from swarm nodes are aggregated at a designed MEC host, IN‑CSE or MN‑CSE which acts as a collector node. The oneM2M's group communication primitives could be used to coordinate actions across swarm members, while MEC APIs could be used to optimize routing and QoS for tasks exchanges.
The swarm computing orchestrator is the coordinator, load balancer, and fault manager of swarm computing. It does not always execute tasks itself, instead it manages how, where, and when the tasks are executed, ensuring that the swarm MEC/oneM2M nodes behave like a single resilient and adaptive system.
6.5	oneM2M and MEC support for federated Learning
Federated Learning is a distributed machine learning approach in which model training is performed locally on multiple nodes and only model's parameters or weights, not row data, are exchanged with aggregators. Instead of sending sensitive data to a central location, each node trains a local model using its own data and then shares only the model updates with a central location, which aggregates these updates to improve the global model. This enhances privacy, reduces bandwidth usage, and allows model adaptation close to data sources and IoT devices.
In the MEC/oneM2M interworking context, local training can be executed within Application Entities (AEs) on Middle Nodes (MN‑CSE) or even on constrained edge devices, while aggregation roles can be hosted on Infrastructure Nodes CSEs (IN‑CSE) in the cloud environment, or on ETSI MEC applications acting as intermediate servers at the edge. ETSI MEC services could provide capabilities such as Location API, Radio Network Information API, or IoT API to enrich local training with contextual features.
In this clause, the entities involved are described as follows:
· FL Client: a participating device or node (e.g., IoT sensor, oneM2M AE, oneM2M MN‑CSE, MEC node or application entity) that trains a machine learning model locally using its own private data. It holds raw data (never shared outside the device), performs local model training based on the global model received from the server/aggregator, and sends only model updates/gradients (not raw data) back to the FL Server or Aggregator.
· FL Server: coordinates the training process across all clients by distributing the initial global model, collecting updates, and managing the learning rounds. It selects which clients participate in each training round, sends the current global model parameters to selected clients, receives updated parameters or gradients from clients after local training, and passes these updates to the FL Aggregator for combination. The FL Server could be hosted on a MN‑CSE (at the edge) acting as a local server distributing models to nearby AEs, on an IN‑CSE (in the cloud) serving as a central FL Server for large‑scale coordination, on a MEC Application or MEC Hosts playing the role of a distributed FL Server close to the edge FL Clients, or on a MEC Platform hosting control logic for FL Clients selection and management/orchestration.
· FL Aggregator: is responsible for combining model updates from multiple clients into a new, improved global model. It performs model aggregation (e.g., weighted averaging of client models), handles data heterogeneity by balancing contributions from clients (e.g., clients with more data may weigh more), and ensures robustness against noisy updates, stragglers, or malicious clients (e.g., secure aggregation techniques). The FL Aggregator could be hosted as an IN‑CSE in the form of a central orchestration entity coordinating across multiple CSEs, on a MN‑CSE for local orchestration, or on a MEC Platform exposing APIs for monitoring resources and optimizing FL Client/Fl Aggregator placement.
· FL Orchestrator: manages the overall lifecycle and policies of the federated learning process, ensuring scalability and resilience across distributed clients and servers. It decides which clients participate in each round (e.g., based on resource availability, network conditions, or data diversity), optimizes how training workloads are distributed, especially in heterogeneous edge/cloud environments, handles privacy rules, security requirements, energy constraints, fault tolerance, and orchestrates interactions across multiple FL Servers/Aggregators. The FL Orchestrator maps to high‑level coordination functions in MEC Platform or in oneM2M IN‑CSE but can also exist locally at MN‑CSE for edge deployment scenarios.
Deployment of federated learning may be implemented through the following options:
· Option 1: In this option, the FL Orchestrator might be hosted in a cloud‑based environment, while the FL Aggregator and FL Server might run on the edge. Finally, FL Clients could be hosted on the edge or device, depending on the computational capabilities. The FL Orchestrator, as depicted in Figure 6.5.1, initiates the first training round and delivers the initial global model to the FL Server which is in charge of distributing the model to each FL Client. Each FL Client trains the model locally on private data and sends its model updates back to the FL Server. The FL Server forwards the collected client updates to the FL Aggregator (Global) which combines the updates to produce the global model. The global model is returned to the FL Server, which passes it back to the FL Client and the FL Orchestrator. The FL Orchestrator starts then the next training round. In this configuration, the FL Server coordinates participation in each round and forwards collected updates to a FL Aggregator (Global) located at the edge, while the FL Orchestrator supervises the process by initiating training rounds, distributing models, and ensuring synchronization across all participants. The Option 1 is suitable for applications that require rapid response as the aggregation is completed at the edge only (locally), and it addresses low latency requirements since the process remains close to the data sources.
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Fig 6.5.1
Fig 6.5.1 Federated Learning Orchestration - Option 1
· Option 2: In this option, both the FL Orchestrator and the FL Aggregator (Global) might be hosted in a cloud‑based environment, while the FL Aggregators (Local) and FL Servers might run on the edge. Finally, FL Clients could be hosted on the edge or device, depending on the computational capabilities. The FL Orchestrator, as depicted in Figure 6.5.2, initiates the first training round and distributes the initial global model to the FL Server which is in charge of distributing the model to each FL Client. Each FL Client trains the model locally on its private dataset and sends model updates to the FL Aggregator (Local) which performs partial aggregation of the client updates to reduce communication overhead. The aggregated results are forwarded to the FL Server, which transmits the aggregated updates to the FL Aggregator (Global). The FL Aggregator (Global) performs the final global aggregation, producing the improved global model. This model is then returned to the FL Server and then to the FL Orchestrator. The FL Orchestrator initiates the next training round. In this option, the FL Servers act as the local coordination layer, while the FL Orchestrator manages the end‑to‑end process. The Option 2 is suitable for large‑scale and geographically distributed deployment scenarios as the aggregation occurs in two stages (first at the edge, then globally).
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Fig 6.5.2
Fig 6.5.2 Federated Learning Orchestration - Option 2
The orchestration mechanism should be able to perform the following steps:
· Federation Group Selection: based on the federation registry, MEC/oneM2M nodes or instances with sufficient compute and local training capabilities are selected as participants to the federated learning process.
· Model Distribution: a global training model initialized at IN‑CSE or MEC Orchestrator is distributed among selected participants.
· Local Training: each selected node trains the model locally using its own data. The training parameters (e.g., weights, gradients, etc.) are stored locally and not exposed outside the node.
· Aggregation and Synchronization: model's updates are periodically transmitted to the aggregation nodes which might be either an IN‑CSE or a MEC host. The aggregator combines updates using secure aggregation protocols and redistributes the improved global model. This allows to maintain consistency between IN‑CSE/MEC host, MEC/oneM2M nodes and MEC orchestrator (aggregator).
7	Potential solutions for Interworking with ETSI MEC
 This will describe solutions that are discussed considering options and alternative if available. ## 7.1 feature/services using oneM2M with ETSI MEC ### 7.1.1 Description ### 7.1.2 Feature Gap Analysis ### 7.1.3 Key Issues and requirements ### 7.1.4 Solution #n 
7.1	Registration of oneM2M to ETSI MEC
7.1.1	Description
To deploy oneM2M along with ETSI MEC will require a registration process. The process will need to address registration from IPE AEs and CSEs (IN, MN, AN). The registration process will also require discovery of capabilities that are exposed by ETSI MEC and publishing services available from oneM2M. ### 7.1.2 Feature Gap Analysis ### 7.1.3 Key Issues and requirements ### 7.1.4 Solution 1: Registering IPE AE ### 7.1.5 Solution 2: Registering IN‑CSE to MEC hosted IPE AE ### 7.1.6 Solution 3: Registering MN‑CSE to MEC on separate platform ### 7.1.7 Solution 4: Registering MN‑CSE as MEC application ### 7.1.8 Solution 5: Integrating oneM2M as a MEC service
7.2	Handover of IoT devices to oneM2M/MEC platforms
7.2.1	Introduction
This clause describes handover mechanisms for IoT devices operating across oneM2M CSEs hosted on ETSI MEC platforms, with a focus on service‑layer continuity during mobility, topology changes, or platform re‑selection events.
In the target operational model, an IoT device is initially registered with a source MN‑CSE hosted on a MEC platform. Upon a mobility or orchestration‑triggered event, the device's service context is transitioned to a target MN‑CSE hosted on a different MEC platform. This transition includes the migration or re‑establishment of relevant oneM2M resources—such as AE registrations, subscriptions, and associated data—so that application services remain uninterrupted.
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Fig 7.2.1-1
Fig 7.2.1‑1 oneM2M‑MEC Service‑Layer Handover with IN‑CSE Coordination
Within oneM2M–MEC integrated environments, handover extends beyond radio or access mobility to encompass dynamic relocation of service‑layer entities and contexts, including AEs and MN‑CSE registrations, across MEC platforms, access networks, and cloud domains. This enables adaptive resource placement and consistent service behavior across heterogeneous access technologies (e.g., cellular, Wi‑Fi, BLE, DECT‑NR+).
The primary objectives of handover in such environments include:
· Service Continuity: Preserving active service interactions and data flows during mobility or platform transitions.
· Context Preservation: Maintaining oneM2M resource state (e.g., registrations, containers, subscriptions) across MN‑CSE boundaries.
· Performance Optimization: Selecting target MEC nodes or MN‑CSEs to minimize latency and optimize application performance.
· Load and Resource Optimization: Dynamically redistributing devices or AEs across CSEs or MEC hosts.
· Policy and Energy Awareness: Supporting QoS, energy, and policy constraints via CMDH and orchestration frameworks.
· Autonomous and Assisted Operation: Enabling both device‑initiated and network‑assisted handover workflows.
The following definitions are used in this clause:
· Registration Handover: The process of transferring an AE's registration from a source MN‑CSE to a target MN‑CSE, including the migration or re‑establishment of associated resources (containers, subscriptions, etc.) to maintain service continuity.
· Context Transfer: The migration of application state, session information, and resource data associated with an AE during handover to ensure seamless service operation post‑transition; e.g. continuity of subscriptions/queued downlink/state across the change.
· Endpoint Steering: The redirection of application traffic flows to the new MN‑CSE or MEC host post‑handover, ensuring that data paths are updated to reflect the device's new point of attachment.
· Application Relocation: The process of moving an application instance and its associated user context from one MEC host to another to maintain service continuity during UE mobility.
"This clause focuses on Registration/Context Handover for oneM2M AEs; MEC 021 relocation is optional and orthogonal."
By combining MEC service exposure APIs (e.g., location, radio network information, orchestration) with oneM2M service‑layer capabilities (e.g., AE, remoteCSE, CMDH), multiple complementary handover strategies can be supported. These range from fully network‑assisted approaches to device‑driven mechanisms, as summarized in the following clauses.
7.2.1.1	Core Network Initiated Application Relocation (MEC-assisted)
ETSI GS MEC 021 specifies the Application Mobility Service (AMS), which supports relocation of MEC application instances and associated user context across MEC hosts to preserve service continuity during UE mobility.
In the MEC‑assisted mode (focus of this clause), the MEC system is responsible for detecting mobility conditions and initiating relocation. The decision is typically driven by event notifications and telemetry correlated to UE identifiers, including:
1. UE mobility / cell change / handover events
1. UE departure from a serving area associated with the current MEC host
1. predicted or observed QoS degradation (e.g., latency/throughput thresholds) relative to application requirements.
To detect such conditions, AMS commonly integrates with the Radio Network Information Service (RNIS, ETSI GS MEC 012) through queries and/or subscriptions for UE‑specific and radio‑node events. Optionally, the Location Service (ETSI GS MEC 013) may provide supplementary location data to refine decisions for geo‑sensitive applications. Application‑specific mobility preferences and constraints may be expressed during registration (e.g., via AppMobilityServiceLevel and/or information derived from the application descriptor), allowing AMS to map detected events to the affected application instance(s).
When conditions are met, AMS notifies the application instance via subscription‑based MobilityProcedureNotification messages (e.g., INTERHOST_MOVEOUT_TRIGGERED and INTERHOST_MOVEOUT_COMPLETED) and provides the target endpoint information needed to proceed. AMS supports structured sub‑procedures (enablement, initiation, preparation, execution, traffic path update, completion). While AMS defines the coordination and notification mechanisms, the exact application context/state content and its transfer format remain application‑specific.
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Fig 7.2.1.1-1
Fig 7.2.1.1‑1 MEC System‑Initiated Application Relocation (MEC‑assisted)
Key oneM2M/MEC Components:
· MEC Application Mobility API (MEC 021)
· MEC RNIS API (MEC 012)
· MEC Location API (MEC 013)
· MEC Use case and Requirements (MEC 002)
· MEC Framework and Reference Architecture (MEC 003)
· oneM2M trigger, remoteCSE and AE re‑registration procedure
7.2.1.2	Signal-Quality-Triggered Handover (Edge-Assisted)
A MEC application or edge AE may monitor radio conditions such as RSRP or SINR using the MEC Radio Network Information Service (ETSI GS MEC 012) or vendor‑specific telemetry. When degradation is detected, application‑specific logic may notify a oneM2M orchestrator AE or IN‑CSE. Based on local policies, the orchestrator may decide to redirect the application or re‑register the AE with another MN‑CSE. Such behavior is implementation‑specific and does not provide standardized application context transfer or session continuity.
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Fig 7.2.1.2-1
Fig 7.2.1.2‑1 Signal‑Quality‑Triggered Handover (Edge‑Assisted)
Key oneM2M/MEC Components:
· MEC RNIS API (MEC 012)
· oneM2M flexContainer or mgmtObj schema to represent and cache MEC platform utilization metrics as a oneM2M resource, enabling policy evaluation against CMDH thresholds.
· oneM2M AE re‑registration triggered by policy
7.2.1.3	Load-Balancing-Based Handover (Orchestrator-Driven)
The MEC Orchestrator (MEO) collects utilization data from multiple MEC platforms (CPU, memory, radio load). Using MEC 010‑02 Orchestration API, it informs the oneM2M IN‑CSE Orchestration AE. The AE decides to migrate certain devices or AEs to other MN‑CSEs to balance processing or connectivity load. The migration involves updating the remoteCSE and AE resources.
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Fig 7.2.1.3-1
Fig 7.2.1.3‑1 Load‑Balancing‑Based Handover (Orchestrator‑Driven)
Key oneM2M/MEC Components:
· MEC Application lifecycle, rules and requirements management (MEC 010‑02)
· MEC RNIS API (MEC 012)
· oneM2M Orchestration AE managing remoteCSE mappings
7.2.1.4	Device-Initiated Handover (Autonomous Device)
A oneM2M AE running on the UE monitors signal strength, latency, or application performance using MEC Radio Network Information Service (RNIS, MEC 012). Based on predefined policies or ML inference, it selects a new access point and re‑registers with another MN‑CSE directly, reporting the change to the IN‑CSE.
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Fig 7.2.1.4-1
Fig 7.2.1.4‑1 Device‑Initiated Handover (Autonomous Device)
Key oneM2M/MEC Components:
· MEC RNIS API (MEC 012)
· oneM2M AE with embedded policy or ML model
· Local mgmtCmd or flexContainer for decision logic
7.2.1.5	Policy-Driven Handover (CMDH Integration)
The oneM2M Common Device Management and Handling (CMDH) capability defines policy rules (mgmtObj, policySet) for QoS, power, and network selection. The MEC Orchestrator evaluates policies across platforms and triggers device migration accordingly.
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Fig 7.2.1.5-1
Fig 7.2.1.5‑1 Policy‑Driven Handover (CMDH Integration)
Key oneM2M/MEC Components:
· oneM2M CMDH mgmtObj for network policy
· MEC Application lifecycle, rules and requirements management (MEC 010‑02)
· Policy synchronization via IN‑CSE
7.2.2	Feature Gap Analysis
7.2.2.0	Introduction
oneM2M systems are increasingly deployed in distributed environments where Application Entities (AEs) interact with multiple MN‑CSEs across edge and core domains. In such environments, changes in execution context may occur due to user or device mobility, service relocation, operational policy, or infrastructure dynamics. Mobility events—such as a device moving between coverage areas—may result in a transition of the serving MN‑CSE for an AE while the application itself remains logically active within the same oneM2M system.
From a mobility perspective, context handover reflects a change in the serving edge environment rather than a change in application intent or identity. While external systems, such as MEC platforms, may detect and signal mobility‑related context changes (e.g., changes in location, serving zone, or execution host), current oneM2M specifications primarily model registration, lifecycle, and resource management as static relationships bound to a single serving CSE. The specifications do not explicitly address how mobility‑driven changes in serving context should be represented within the oneM2M system.
As a result, mobility‑induced context handover introduces ambiguity in how oneM2M systems are expected to manage AE identity continuity, resource state, request routing, and service interactions across MN‑CSE boundaries. Without standardized semantics linking mobility events to oneM2M lifecycle behavior, implementations rely on external orchestration or application‑specific logic to respond to context changes, leading to inconsistent behavior across deployments.
This lack of explicit mobility‑aware context handover support limits the ability of oneM2M systems to align with edge computing environments where mobility, proximity, and dynamic service placement are fundamental. A clear articulation of the problem is therefore required to understand how mobility‑related context changes should relate to oneM2M lifecycle concepts, resource relationships, and system behavior, independent of specific MEC APIs or orchestration mechanisms. These considerations are explored in the following subsections.
7.2.2.1	Absence of Mobility-Aware AE Registration Semantics
Gap boundary: This subclause focuses on AE identity and lifecycle continuity semantics during MN‑CSE change; detailed state/context preservation is covered in 7.2.2.2.
In a core‑network‑initiated, MEC‑assisted handover scenario, the network detects UE mobility events and redirects service anchoring to a different MN‑CSE within the MEC domain.
When mobility occurs, current implementations rely on:
· Mobility notification of UE located in MEC managed zone
· Deregistration of the AE from the source MN‑CSE

· Registration of a new AE instance at the target MN‑CSE
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Fig 7.2.2.1-1
Fig 7.2.2.1‑1 Mobility‑Aware AE Registration Semantics
The oneM2M specifications do not define registration semantics that account for UE mobility across MN‑CSE instances. There is no standardized distinction between:
· Permanent termination of an AE, and
· A change in the AE serving the MN‑CSE due to mobility.
Consequently, an AE cannot be treated as a logically continuous entity when its point of attachment changes within the oneM2M system. As a result:
· Resource states associated with the AE is not preserved across mobility events.
· Identity continuity of the AE across MN‑CSE boundaries is not explicitly supported.
· Application behavior during mobility is dependent on implementation‑specific handling rather than standardized semantics.
This gap complicates the development of mobility‑aware devices and services that rely on consistent AE identity and state across MN‑CSE instances. A potential goal is to preserve the AE‑ID.
Possible Extensions to Related oneM2M Elements
· AE registration and deregistration procedures have 'CAE' and 'SAE'
· remoteCSE federation mechanisms to select the target CSE, including the decendant list of the CSEs
· triggerRequest is currently device‑targeted (e.g., enable, wakeup, SOTA/FOTA, reboot), while mobility handover also needs AE‑targeted commands (e.g., re‑registration, update). This gap could be addressed by extending triggerRequest (or SDT action) with explicit AE‑targeting semantics, or by defining a new AETriggerRequest resource.
These mechanisms do not address mobility‑related changes in serving MN‑CSE context.
7.2.2.2	Lack of Defined Context Continuity During Context Handover
Gap boundary: This subclause focuses on continuity of data/state/associations across the handover interval; serving‑MN‑CSE resolution for downlink is covered in 7.2.2.4.
In distributed oneM2M systems, an Application Entity (AE) may transition between MN‑CSEs as part of a registration handover, without implying termination of the application itself.
Current oneM2M specifications define registration as a local relationship between an AE and a specific serving CSE. Registration‑related information—such as resource identifiers, subscriptions, and access control context—is maintained independently at each MN‑CSE and is removed when the AE is deregistered.
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Fig 7.2.2.2-1
Fig 7.2.2.2‑1 Context Continuity During Context Handover
The specifications do not describe how state context is handled when an AE changes its serving MN‑CSE. There is no normative definition of how identity, state, or associations established at one MN‑CSE relate to subsequent registration at another MN‑CSE within the same system.
As a consequence, data produced or exchanged during the handover interval may be lost or become unobservable due to the absence of a defined serving MN‑CSE and associated registration context. This limits the ability of oneM2M systems to provide seamless service continuity and state persistence across MN‑CSE boundaries during mobility events.
Possible Extensions to Related oneM2M Elements
· AE
· container and contentInstance (and other data sharing resources)
· subscription
· accessControlPolicy
· group
· CMDH
7.2.2.3	Resource Announcement Does Not Address Context Handover Semantics
Gap boundary: This subclause focuses on announcement behavior under handover and does not redefine AE registration semantics.
Resource announcement enables visibility or replication of resources across CSEs. However, announcement is defined independently of context handover scenarios.
The oneM2M specifications do not describe how announced resources should behave when the originating AE undergoes a handover between MN‑CSEs. Announced resources remain dependent on the lifecycle of the original resources and do not convey continuity of ownership or execution context. For example, if a resource on the original MN‑CSE is deleted during handover, the announced resource may also become invalid.
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Fig 7.2.2.3-1
Fig 7.2.2.3‑1 Resource Announcement and Context Handover
As a result, announcement mechanisms cannot be used to represent application continuity or state persistence across MN‑CSE boundaries during handover. The desired solution is that when an AE moves from one MN‑CSE to another, the announced resources should continue to reflect the state and identity of the AE at the new MN‑CSE as well as the IN‑CSE (the announced resource should be linked to the new MN‑CSE).
This limits the applicability of announcement in mobility‑aware or context‑adaptive deployments.
Possible Extensions to Related oneM2M Elements
· Announced AE
· Announced container and contentInstance
· Announced subscription remoteCSE
7.2.2.4	No Defined Resolution of Serving MN-CSE for Downlink Interactions
Gap boundary: This subclause focuses on authoritative serving‑MN‑CSE resolution and downlink targeting; candidate discovery/ranking is addressed in 7.2.2.6 and 7.2.2.7.
During context handover, interactions initiated toward an AE—such as commands, configuration updates, or control requests—must be delivered to the currently serving MN‑CSE.
The oneM2M specifications do not define a mechanism for determining which MN‑CSE is currently serving a given AE when its point of attachment changes. There is no standardized approach for redirecting or resolving downlink interactions during or after handover.
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Fig 7.2.2.4-1
Fig 7.2.2.4‑1 Resolution of Serving MN‑CSE for Downlink Interactions
This creates ambiguity in request routing and may result in downlink interactions being sent to an MN‑CSE that no longer serves the AE.
Possible Extensions to Related oneM2M Elements
· AE
· request routing via CSEBase
· subscription
· remoteCSE
· group
7.2.2.5	Lack of Normative Enforcement of Single-CSE AE Registration
Gap boundary: This subclause focuses on prevention/detection/reconciliation of concurrent registrations and complements 7.2.2.1 and 7.2.2.4.
oneM2M specifications describe a constraint that an Application Entity (AE) is registered to a single serving Common Services Entity (CSE) at a given time. This constraint is fundamental to maintaining unambiguous service relationships, consistent lifecycle behavior, and predictable request routing within the oneM2M system.
However, the specifications do not define a normative mechanism to enforce this constraint across distributed deployments involving multiple CSEs. Registration procedures are defined locally at each CSE, and there is no standardized method by which a CSE can determine whether an AE is already registered with another CSE at the time a new registration request is processed.
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Fig 7.2.2.5-1
Fig 7.2.2.5‑1 Lack of Normative Enforcement of Single‑CSE AE Registration
As a result, concurrent registration of the same AE at multiple MN‑CSEs may occur, either intentionally or due to timing and race conditions during context handover. In such situations, multiple CSEs may independently assume they are the serving CSE for the same AE, despite the conceptual constraint that only a single serving relationship should exist.
The specifications do not define how such conditions are to be detected, prevented, or resolved. There is no normative guidance on arbitration, rejection, or reconciliation of concurrent registrations, nor is there a defined authority responsible for maintaining global awareness of an AE's serving CSE.
This absence of enforcement semantics introduces ambiguity in AE lifecycle management, request routing, subscription handling, and access control evaluation. It further complicates mobility and context handover scenarios by allowing transient or persistent system states that violate stated assumptions of single‑CSE AE registration.
Possible Extensions to Related oneM2M Elements
· AE registration and deregistration procedures
· CSEBase request handling
· remoteCSE relationships
· subscription
· accessControlPolicy
· group
7.2.2.6	Lack of Service Registry and Discovery Mechanism for Mobility-Aware Handover
Gap boundary: This subclause focuses on discovery coverage and metadata comparability across candidate targets; deterministic multi‑candidate selection behavior is covered in 7.2.2.7.
Current specifications do not define a unified service registry and discovery model that covers all valid MN‑CSE handover targets.
For mobility‑aware handover, the target MN‑CSE may belong to any of the following classes:
1. MEC‑hosted MN‑CSE that is already instantiated and registered to the IN‑CSE.
1. MEC‑hosted MN‑CSE that is provisioned but not yet instantiated.
1. MEC‑hosted MN‑CSE that is not yet provisioned and requires onboarding/instantiation via operator workflows (e.g. OSS/CFS).
1. Non‑MEC‑hosted MN‑CSE in the same oneM2M domain (e.g. enterprise, private edge, or regional node).
1. Federated MN‑CSE in another administrative domain, subject to inter‑domain trust and policy constraints.
1. MN‑CSE (host on MEC or not) that is not connected to the IN‑CSE.
The current gap is that MEC‑native discovery only provides visibility of MEC‑managed targets, while oneM2M service continuity may require selecting a target outside the MEC‑managed set. There is no normative method to:
· build one consistent candidate list across MEC and non‑MEC domains,
· expose comparable target metadata (location, reachability, load, policy, trust, and capabilities),
· rank and select the best target using common criteria, and
· trigger instantiation/onboarding when a preferred target is not yet active.
As a result, target selection logic is implementation‑specific and may produce inconsistent handover behavior across deployments.
Possible Extensions to Related oneM2M/MEC Elements
· oneM2M remoteCSE/CSEBase extensions to expose handover‑target metadata (e.g. location/coverage, reachability, capacity/load, policy tags, trust domain, and administrative scope).
· oneM2M discovery extensions to support unified candidate‑list retrieval across MEC‑hosted and non‑MEC‑hosted MN‑CSEs, including federated domains.
· oneM2M policy model extension to define common ranking criteria and target‑selection constraints for handover (latency, cost, trust, sovereignty, and service capability).
· oneM2M orchestration extensions to trigger target activation workflows (instantiate, onboard, or pre‑warm) when the preferred MN‑CSE is provisioned but not active.
· MEC inventory/discovery extensions to expose MN‑CSE hosting state (instantiated, provisioned‑not‑instantiated, not‑provisioned) in a form consumable by oneM2M selection logic.
· MEC‑to‑oneM2M interworking for on‑demand activation, including alignment between MEO lifecycle operations and oneM2M handover intent.
· Cross‑domain federation extensions (oneM2M and/or MEC) to advertise and validate inter‑domain trust, policy compatibility, and roaming constraints for candidate MN‑CSE targets.
7.2.2.7	Lack of Multiple Results for Discovery Mechanism for Mobility-Aware Handover
Gap boundary: This subclause focuses on multi‑candidate response behavior, ranking repeatability, and fallback determinism after discovery.
In mobility‑aware handover, target selection should be performed from a ranked set of candidate MEC platforms/MN‑CSEs rather than from a single discovered endpoint. If discovery returns only one candidate, the handover decision becomes single‑path and cannot optimize across latency, radio conditions, load, policy, and resilience constraints.
Current specifications do not normatively define minimum multi‑candidate discovery behavior (e.g. required number of candidates when available), candidate comparability rules, or deterministic ranking and fallback behavior when the preferred target fails admission/activation.
Therefore, the MEO/oneM2M decision function should be able to discover multiple candidates and select the best target using explicit, comparable, and repeatable criteria.
[ISG MEC]: This topics raised a lot of discussion during the ISG MEC meetings. The following is point were highlighted:
1. The MEO determine the best candidate, not the closest one.
1. ETSI MEC is mainly an edge at network. Even if the criteria to select the best candidate are not clearly specified, these criteria are focused on radio based metrics. BTW, the MEC relocation is agnostic these criteria are more implementation dependent. Further discussion is needed to clarify the requirements and the possible solution for this topic.

Open issue OI‑7.2‑01 (from ISG MEC discussions):
· Decision needed: whether specifications should require single‑best output, N‑best output, or policy‑defined candidate set size.
· Observed concern: candidate ranking is often implementation‑specific and may be strongly radio‑metric‑driven in MEC environments.
· Unresolved point: minimum standardized ranking/fallback behavior needed for repeatable inter‑implementation outcomes.
Possible Extensions to Related oneM2M/MEC Elements
· oneM2M discovery query/profile extension to request N‑best candidate MN‑CSE targets (not only one result), with deterministic ordering semantics.
· oneM2M target‑selection policy extension to define normative scoring and tie‑break rules (e.g. latency, radio quality, load, trust, and cost).
· oneM2M metadata normalization for candidate comparability across domains (common units, freshness indicators, confidence, and validity window).
· oneM2M filtering constraints to exclude ineligible candidates (policy conflict, trust‑domain mismatch, unsupported capability, or insufficient resources).
· MEC discovery/ranking extension to expose multiple candidate MEC hosts with explicit ranking attributes and reason codes for candidate ordering.
· MEC‑to‑oneM2M interworking extension to provide the complete candidate set (including alternates) to the oneM2M handover decision function.
· Handover fallback semantics (oneM2M and/or MEC) so alternate candidates are tried deterministically when the preferred target fails admission, activation, or registration.
7.2.2.8	Lack of Deployment Control for Mobility-Aware Handover
Gap boundary: This subclause focuses on target readiness control (onboarding/instantiation/activation) before serving switch; it complements candidate selection gaps in 7.2.2.6 and 7.2.2.7.
In mobility‑aware handover, the selected target MN‑CSE may need to be instantiated, activated, or onboarded on a MEC platform before the serving‑CSE switch can complete. Current specifications do not provide a normative control model that aligns oneM2M handover intent with MEC lifecycle responsibilities.
As a result, oneM2M functions (e.g. IN‑CSE or orchestration AE) cannot consistently request, authorize, and verify deployment readiness of target MN‑CSEs across MEC domains. The specifications also do not define clear constraints for when a target platform outside direct IN‑CSE administrative control can be used (for example, remote provisioning capability, trust agreement, and policy compatibility).
This gap can delay or block handover completion, create inconsistent activation workflows, and prevent deterministic fallback when the preferred target cannot be prepared in time.
[ISG MEC]: It was highlighted that the MEO is not responsible for triggering onboarding and instantiation of a MEC application. This is the responsibility of the administrator (OSS or CFS portal). The MEO executes the instantiation and termination of the MEC application on the MEC platform. Further discussion is required. 
Open issue OI‑7.2‑02 (from ISG MEC discussions):
· Decision needed: explicit responsibility split between administrative onboarding trigger and MEO execution responsibilities.
· Observed concern: current role split can delay readiness confirmation during handover.
· Unresolved point: common readiness‑state model and timeout/fallback expectations across domains.
Possible Extensions to Related oneM2M/MEC Elements
· oneM2M handover‑intent extension to express target deployment requirements (e.g. target class, readiness deadline, and required capabilities).
· oneM2M policy/trust extension to encode deployment authority constraints (same‑domain only, delegated domain, or federated domain with explicit trust).
· oneM2M orchestration status model for target preparation states and failures (requested, admitted, onboarding pending, instantiated, activation failed, timeout).
· oneM2M to MEC interworking profile that maps handover intent to MEC lifecycle and OSS/CFS onboarding workflows, including asynchronous status callbacks.
· MEC lifecycle API/profile extension to expose preconditions and reason codes for onboarding, instantiation, and termination decisions relevant to handover.
· MEC inventory extension to advertise MN‑CSE hosting readiness and administrative ownership in a form consumable by oneM2M target selection.
· Deterministic fallback semantics (oneM2M and/or MEC) to switch to the next ranked target when deployment preparation of the preferred target fails or exceeds policy time bounds.
7.2.2.9	Lack of MEC Platform Metrics for Utilization-Based Handover Decisions
Gap boundary: This subclause focuses on standardized utilization observability and its relation to handover decisions, distinct from policy authority questions in 7.2.2.11.
Handover decisions based on resource utilization require that the oneM2M decision function (e.g. IN‑CSE orchestration AE or MEO) can observe real‑time and aggregate platform metrics—such as CPU load, memory utilization, network throughput, and latency—for candidate MEC hosts. Current MEC specifications do not define a standardized, queryable service that exposes these metrics in a form consumable by oneM2M handover logic.
As a result, utilization‑triggered handover decisions rely on implementation‑specific data sources or proprietary APIs, making consistent load‑balancing and resource‑aware handover across deployments impossible. The same limitation applies beyond mobility to other oneM2M workloads, including Federated Learning client selection and Swarm Computing node assignment, where MEC platform utilization is also a meaningful selection criterion.
An additional constraint arises from the placement dependency between a oneM2M AE and the data stored on its serving MN‑CSE: migrating an AE to a less‑loaded MEC host is only meaningful if the associated data can also be moved or remains accessible. Platform metrics alone are insufficient without a corresponding data‑placement and reachability model.
[ISG MEC]: The possibility of a new MEC Service providing global metrics of a MEC platform was considered without objection. On the other hand, it seems that the handover managed by device application as mentioned in MEC 021 Clause 5.6.2 is out of scope:
5.6.2 Application self‑controlled user context transfer The application self‑controlled user context transfer assumes the application (server side, client side, centralized cloud component) to be able to detect the need for the user context transfer by its own means. Furthermore, it assumes the application is able to execute the context transfer without assistance from the MEC system. 
Open issue OI‑7.2‑03 (from ISG MEC discussions):
· Decision needed: minimum common MEC platform metric set and exposure model relevant to handover.
· Observed concern: utilization‑only decisions are insufficient without data‑placement/reachability coupling.
· Unresolved point: scope boundary between MEC‑assisted and application‑self‑controlled transfer behavior.
Possible Extensions to Related oneM2M/MEC Elements
· MEC platform metrics service (new or extended) to expose normalized utilization indicators (CPU, memory, radio load, throughput, latency) queryable and subscribable by oneM2M orchestration functions.
· MEC metrics subscription extension so that oneM2M AEs or IN‑CSE orchestration AEs can register for threshold‑crossing notifications relevant to handover triggers.
· oneM2M flexContainer or mgmtObj schema to represent and cache MEC platform utilization metrics as a oneM2M resource, enabling policy evaluation against CMDH thresholds.
· oneM2M handover policy extension to define normative utilization‑based trigger conditions for initiating, deferring, or blocking a handover decision.
· oneM2M data‑placement awareness model to correlate AE migration feasibility with MN‑CSE data reachability and MEC host co‑location constraints.
· MEC‑to‑oneM2M interworking extension to propagate platform utilization state as a candidate‑ranking attribute during handover target selection (complement to 7.2.2.7).
· Scope extension to cover non‑handover use cases (e.g. Federated Learning client selection and Swarm Computing task assignment) driven by the same MEC platform utilization metrics.
7.2.2.10	Lack of MEC Platform APPs Provisioning, Orchestration and Discovery
Gap boundary: This subclause focuses on discovery/provisioning visibility for MEC applications relevant to oneM2M handover decisions; policy authority alignment is addressed in 7.2.2.11.
Current specifications do not define a clear model for oneM2M discovery of MEC applications (including non‑service‑producing applications) and their handover‑relevant capabilities. This creates ambiguity for scenarios such as swarm and federated learning clients where application capabilities can influence handover decisions.
Current specifications also do not clearly define how oneM2M orchestration functions (e.g., IN‑CSE orchestration logic) request or verify provisioning/orchestration alignment when oneM2M AEs are hosted as MEC applications. [ISG MEC]: A lot of questions regarding the exact requirements and some detailed use cases were raised here. Due to the limited time during the MEC meeting, Dario proposed to organize a meeting all together to discuss these topics. 
Open issue OI‑7.2‑04 (from ISG MEC discussions):
· Decision needed: minimum discovery and provisioning semantics required for handover‑relevant MEC application visibility to oneM2M.
· Observed concern: use‑case granularity is currently insufficient for converged behavior.
· Unresolved point: required integration depth between oneM2M orchestration intent and MEC application lifecycle operations.
7.2.2.11	Lack of policy control and coordindation for MEC platforms
Gap boundary: This subclause focuses on policy authority, policy visibility, and conflict handling between oneM2M CMDH and MEC policy domains.
Current specifications do not define a normative coordination model that explains how oneM2M CMDH policy intent and MEC policy authority interact for handover decisions. This creates ambiguity when both systems constrain target selection or relocation behavior.
Current specifications also do not define a conflict‑handling model for policy mismatches (e.g., CMDH intent versus MEC platform policy constraints), which can lead to inconsistent enforcement outcomes across deployments.
[ISG MEC]: This topics also raised a lot of discussion during the ISG MEC meetings. But the discussion was oriented on what are exactly the policies that are relevant to oneM2M. The global view is that the policies are part of MEO. The MEO cannot be influenced by 3rd‑party policies. 
Open issue OI‑7.2‑05 (from ISG MEC discussions):
· Decision needed: which policy classes are exchangeable across oneM2M and MEC and which remain strictly domain‑local.
· Observed concern: MEO policy authority may not accept direct third‑party policy control.
· Unresolved point: minimum interoperability expectation for policy visibility, conflict reporting, and traceable enforcement outcomes.
7.2.2.12	Deficiencies in AE S-Registrations
Gap boundary: This subclause focuses on TS‑0001 S‑registration migration semantics and complements 7.2.2.1, 7.2.2.2, and 7.2.2.5.
For mobility‑aware handover, TS‑0001 AE S‑registration procedures provide a baseline but still leave behavior open to interpretation across implementations. This gap refines the broader concerns in 7.2.2.1, 7.2.2.2, and 7.2.2.5 by focusing specifically on unresolved normative S‑registration migration semantics across registration‑point changes.
Evidence basis used in this analysis: TS‑0001 AE registration and registration‑point change handling were reviewed, including clause 10.2.2.2 (Create ) and clause 10.2.16 (Procedure for Managing Change in AE Registration Point). Refer to oneM2M SDS‑2026‑0028.
Main deficiencies are:
· Ambiguity of <AEAnnc> role for AE S‑registration tracking at the IN‑CSE versus normal announcement semantics.
· Unclear behavior when the initial Registrar CSE is already an IN‑CSE and the AE later changes registration point.
· Insufficiently constrained migration semantics in re‑registration to a new Registrar CSE (e.g., transfer scope of child resources and reference rewrite rules in the Step 007e flow).
· Incomplete lifecycle rules for old registration‑point state (ACTIVE to INACTIVE, cleanup timing, and possible reactivation).
· Unclear continuity requirements for Originator and access‑control policy semantics after registration‑point migration.
· Inability to register AE S‑registrations on an IN‑CSE.
· Overlapping functionality and ambiguity between AE S‑registrations and AE C‑registrations.
Impact on handover:
· Different CSE implementations may make incompatible choices for registration tracking and reference updates.
· Context continuity can be degraded due to inconsistent transfer of registration‑associated resources.
· Access‑control and notification behavior can diverge after migration.
· Some scenarios (e.g., IN‑CSE as initial Registrar) may not be supported at all due to above ambiguities.
Therefore, oneM2M handover support needs explicit, mobility‑focused S‑registration semantics that normatively define registration‑point tracking, migration transaction behavior, reference update scope, and post‑migration lifecycle handling.
7.2.2.13	Lack of Device-Scoped Bundled Handover Semantics for Multi-AE Devices
Gap boundary: This subclause focuses on device‑scoped, all‑AE‑together handover behavior for deployments that do not allow selective AE movement.
In practical deployments, a single device may host multiple AEs. For some mobility scenarios, all AEs associated with the same device are expected to move together to the same target MN‑CSE in one coordinated handover transaction.
Current specifications primarily model handover‑relevant registration behavior at AE granularity and do not define a normative bundled‑handover semantic for a multi‑AE device context. In particular, there is no clear normative model for:
· discovering the complete AE set bound to the same moving device context,
· performing all‑or‑nothing admission/registration checks for that full AE set at the target MN‑CSE,
· committing serving‑MN‑CSE switch atomically for all associated AEs, and
· avoiding partial migration where only a subset of AEs move while others remain on the source.
· set priorities of the AEs and the dependency between the AEs (e.g. specifying the order to AE registration during a mobility event).
As a result, multi‑AE devices may experience split‑serving states during handover, where request routing, policy evaluation, and context continuity diverge between AEs that should remain operationally coupled.
Impact on handover:
· Device‑level consistency can be broken when only part of the AE set moves.
· Downlink and control behavior can become non‑deterministic across AEs on the same device.
· Rollback behavior can diverge across AEs, complicating recovery and observability.
Possible Extensions to Related oneM2M Elements
· device‑scoped handover context that binds all AEs associated with a moving device to one handover transaction,
· transactional handover state model with explicit all‑or‑nothing commit/rollback behavior for AE bundles,
· bundled admission checks at target MN‑CSE for the complete AE set before serving switch,
· serving‑MN‑CSE resolution semantics that prevent partial serving split for coupled AE bundles,
· deterministic timeout/failure handling when any AE in the bundle fails validation or registration.
7.2.2.14	Synthesis
The analysis in 7.2.2 shows that oneM2M and MEC provide relevant baseline capabilities, but still leave interoperability‑critical ambiguities for mobility‑aware handover in identity continuity, context continuity, serving‑MN‑CSE resolution, and deterministic candidate/deployment handling.
The highest impact ambiguities are concentrated in 7.2.2.1, 7.2.2.2, 7.2.2.4, 7.2.2.5, 7.2.2.12, and 7.2.2.13, where inconsistent interpretation can produce incompatible behavior across implementations during mobility‑driven transitions.
Additional variability is introduced by discovery/ranking/deployment/policy integration gaps (7.2.2.6 through 7.2.2.11), including unresolved cross‑domain and cross‑authority coordination points captured as OI‑7.2‑01 through OI‑7.2‑05.
As a result, implementation‑specific choices are likely to diverge without a clearer common interpretation of handover‑relevant semantics before solution definition and requirement formalization.
7.2.3	Key Issues and requirements
7.2.3.1	Introduction
To address the identified gaps in mobility‑aware context handover within oneM2M systems, a set of key issues and requirements has been established. These requirements aim to define normative semantics, procedures, and constraints that enable consistent handling of AE mobility, context continuity, and serving CSE resolution across MN‑CSE boundaries. The following subsections outline the primary requirements derived from the gap analysis.
7.2.4	Solutions Considered
7.2.4.1: Introduction
Description of various solutions considered for handover between oneM2M and MEC platforms. #### 7.2.4.2: Network initiated handover #### 7.2.4.3: CSE initiated handover #### 7.2.4.4: MEC initiated handover
7.3	Coordinate Federated Learning
7.3.1	Description
 Overview of FL. Provision model, coordinator, selection of nodes, private data used for training 
7.3.2	Feature Gap Analysis
7.3.3	Key Issues and requirements
7.3.4	Solution #n
7.4	Coordinate Swarm computing
7.4.1	Description
 Overview of Swarm Computing; selection of coordinator, selection of nodes; .. 
7.4.2	Feature Gap Analysis
7.4.3	Key Issues and requirements
7.4.4	Solution #n
Proforma copyright release text block
This text box shall immediately follow after the heading of an element (i.e. clause or annex) containing a proforma or template which is intended to be copied by the user. Such an element shall always start on a new page.
Notwithstanding the provisions of the copyright clause related to the text of the present document, oneM2M grants that users of the present document may freely reproduce the <proformatype> proforma in this {clause|annex} so that it can be used for its intended purposes and may further publish the completed <proformatype>.
<PAGE BREAK>
Annexes
Each annex shall start on a new page (insert a page break between annexes A and B, annexes B and C, etc.).
Annex <A>:

Title of annex
<Text>
<PAGE BREAK>
Annex <B>:

Title of annex
<Text>
 First clause of the annex
<Text>
B.1.1 First subdivided clause of the annex
<Text>
<PAGE BREAK>
Annex <y>:

Bibliography The annex entitled "Bibliography" is optional.
It shall contain a list of standards, books, articles, or other sources on a particular subject which are not mentioned in the document itself.
It shall not include references mentioned in the document.
· <Publication>: "<Title>".
OR
<Publication>: "<Title>".
<PAGE BREAK>


History
This clause shall be the last one in the document and list the main phases (all additional information will be removed at the publication stage).
	Publication history

	V1.1.1
	<yyyy-mm-dd>
	<Milestone>

	
	
	

	
	
	



 Draft history table to be removed on publication 
	Draft history

	V0.1.0
	2025-06-27
	SDS-2025-0108R01 - ESTIMED-Skeleton for STF685

	V0.2.0
	2025-09-29
	SDS-2025-0152-ESTIMED_tr-0077_federatedlearning
SDS-2025-0153-ESTIMED_tr-0077_swarmcomputing
SDS-2025-0154-ESTIMED_tr-0077_handover
SDS-2025-0155-ESTIMED_tr-0077_orchestration
SDS-2025-0156-ESTIMED_tr-0077_deployments

	V0.3.0
	2026-03-26
	SDS-2026-0007R03-ESTIMED-7_2_handover



	© 2026, oneM2M Partners Type 1	Page 7 of 7

image2.png
Cloud Node

oneM2M

Edge Node

MEC

(A)




image3.png
Edge Node 1

oneM2M

Edge Node 2

MEC

(8)




image4.png
Edge Node 1

oneM2M

MEC

@




image5.png
Edge Node 1

oneM2M
MEC

(D)




image6.png
Ef r o7 Cloud

3 Mca | N9, IN-AE
mp1|

w loT API

2 Sensor API

3rd Party IPE

IO MEC APP

Location API

5’)\/’) Mca Proxy

mpl mpl Mca
non-oneM2M MEC oneM2M
Device Device
&

}Q-)Device

S

oneM2M
@\9 Device

non-oneM2M

T
3
i}
O
/(" MEC IPE 1
A mp MEC Platform
Swarm Computel mpl
S loT API
w
§ Mca F}derated Learn| mpl Sensor API
Location API
Mca 3rd Party IPE| mpl
&
Mca mpl

MEC
(f}:\‘gevice

3rd Party IPE

MN-AE

(/SJ MEC app

3 1 Cloud
L_oj I..”J IN-AE
Swarm Compute| MEC Platform

MN-AE| Mca
&% MEC app
loT API
g Federated Learn| M oneM2M
a) R MN-AEL M@ yN-CSE Sensor API
&5 MECapp MEC APP

Location API

non-oneM2M

Device

he]
=1 °® oneM2M r_ 1 Cloud
2 coe &
o} N7 IN-AE
Mcc
MEC Platform
oneM2M API
MN-CSE
Fed ML CSF Swarm CSF
w
]
a
w loT API
3rd Party IPE mpl
R MN-AE—— | Sensor API
(1}9 MEC app X
Location API

non-oneM2M

Device





image7.png
alice [Ncse] [mncsemeca] [mncsemecz]  [Mn-Csemecs

device handover

1 device ser(ds ‘data’

Ldeviceserids data’ ) | |
Monitor system metrics _J | H H
monitor network conditions

discover neighbors

lrlrly

monitor neighbor conditions

Coordinate handover _J ] ! !

Prepare / trigger handover

device moves to MN2

State / context transfer

rlrlrly

establish QOS

| device sends ‘data’ i

> 1

Monitor system metrics ) | ] ]
Continue to monitor system metrics )

Coordinate handover ) I I I
handover to MN3 N

1 device sends ‘data’ ' | |





image8.png
| Assign Subtask 1

Assign SubtaskN__| |
Aeson bk >

| Aggregate Results

e St

Send Final Output |




image9.png
| Task Offloading Request _ |
et s

| Offload Subtask 1
e

| Offload Subtask 2
e >

Return Subtask 1 Result

>
| Return Subtask 2 Result

Aggregate Resuits

<

Return Aggregated Results

post-processing

nal Output |
e

Return Aggregated Results )




image10.png
<

| Report Local Results
+Report Local Results !

| Forward Data for Pattern Recog
-Forward Data for Pattern Recognition ,,|

| Process Globally

i i =

| Process Locally \

Pattern Recognition Results i
-

on Results |

Pattern Recog

Pattern Outcome |




image11.png
FL Orchestrator

| Initiate training round

FL Aggregator

| _ Distribute initial global model |
e IrE gme e

TLocal Traming]
 Train model locally on private data

| Send model updates

| Forward model updates

Aggregate updates

| | Return aggregated model |
; 1 Return aggregated model |
| Return aggregated model | |

\Retum aggregated model | ;
Forward aggregated model | |





image12.png
| Initiate training round |

 Train model locally on private data

| Send model updates

\ | Aggregate locally
| Return aggregated model |
et agoregated model |

| Forward aggegated model |

Aggregate global model

Return global model

< 1 ]
Return global model i | |
icRetum globalmodel | | |
Retumn global model i : :

<





image13.png
IoT Device

oneM2M-MEC Service-Layer Handover with IN-CSE Coordination
(AE)

Original MN-CSE Destination MN-CSE MEC Platform Application /
(MEC-A) (MEC-B) (Servncs) IN-CSE Service Consumer

I Operation

Register MN-CSE ' '

1 Register MN-CSE

{ A€ Registaton | |
fae Regitraton_ | |
oata Exchonge | :

oo EXCAN0E s, |

Notify (Subscription Active)

B

Mobi

1 Trigger Detection

Handover Event / Policy Event i

Trigger may originate from:
- Location service

- RNIS.

- Orchestration decision
- Device-reported degradation

1 <

Handover Preparation

State Transfer Scope:
- AE identity & attributes

- Subscription metadata

- Container / state references

- Policy & authorization context

Actual transfer may involve:
- Reference sharing

- State replication

- Deferred re-creation

- Re-registration

Transition to new MN-CSE

Registration Transition

AE Registration |

Deregister / Suspend AE ™)

Source MN-CSE releases
or freezes prior context

IR

Context Rebinding

1 Subscription Rebind / Resume '

Resume Data Exchange

oY

> i

Post-Handover

Data Exchange Continues (Service continuity preserved) H





image14.png
MEC System-Ini

ted Application Relocation (MEC-assisted)

MEC Platform MEC Orchestrator RNIS Location Service Original MN-CSE Destination MN-CSE Orchestrator AE Application /
(A&B Services) (MEO) (MEC 012) (MEC 013, optional) (MEC-A) (MEC-B) IN-CSE (IN-AE) Service Consumer
| | | TSetar | | | | | |
' | MN-CSE A Registers with MEC as a MEC App : : : ' ' ' ' '
' |  MN-CSE B Registers with MEC as a MEC App. : : : i ' : : |
3 3 3 3 3 | Regiser Mt ¢ : > 3 3
1 1 | | | ' | Register MN-CSE | ' '
1 1 1 1 1 1 (ReoEter MNESE o) 1 1
| AE Registration | ' ' ' ' 1 1 1 1
> H 1 1 1
| | | | | | . data and services available : : ]
1 1 1 1 1 < >
; ; ; IoT Device Mobility Setup |+ ; ; ; ; ;
i 1_( MN-CSE A registers <AE/UE> with AMS Service (AppMobilityServiceLevel) | | | | i i i i
! MN-CSE should have information from the UE that can be used to register to AMS service ) ! ! !
! |  MN-CSE Subscribes <AE/UE> to AMS for notifications (MobilityProcedureNotiication) | . . ! ! ! ! !
! ! AMS can trigger notifications based on radio events using MEC RNIS (MEC-012) or ! ! ! ! ! ! !
1 1 based on location using MEC Location service (MEC-013). 1 1 1 1 1 1 1
| | <AE/UE> Subscribe/query radio events (UE/cell change, handover, QoS) | )} | | | \ \ \
H | (Optional) Query/subscribe location (geo-sensitive refinement) | | )} H H H H H
' AMS triggers handover based on radio conditions (or optionally location) ) ' ' ' ' '
' !  Event notification (cell change / handover / QoS degradation) : : ' ' ' ' ' '
: | Notify mobility condition (AE/UE mobility request) )i : : : : : : :
i 1‘ Provide candidate MEC platform in coverage area (based on RNIS/LOC info and policies) | i i i i i i i
: : : Orchestration Decision |— : : : : :
' ! Notify about discovered candidate MN-CSEs (MobilityProcedureNotification - INTERHOST_MOVEOUT_TRIGGERED) : 5 ' ' ' '
| | | | | | Handover Trigger (notifidation from MEC) | o :
| Application instance coordination is supported by AMS, but application context content/format remains application-specific. H H H
' Context Transfer (logical scope): ' ' '
: - remoteCSE mapping updates : : :
' - AE association updates ' ' '
: - subscription continuity references : : :
H Actual transfer may involve: H H H
' ~ Reference sharing ' ' '
; - State replication 1 1 1
' - Deferred re-creation ' ' '
: : Registration Transition : :
|  Command: Register to MN-CSE 8 . .
(Optional) De-register / Release N !

clean-up device association and subsmpzmnsH

AE Registration |

MN-CSE B registers <AE/node> with MEC AMS Service (AppMobilityServiceLevel)

<
| ¢ MN-CSE Subscribe to AMS for notifications (MobilityProcedureNotification)

Y

| < MobilityProcedureNotification (INTERHOST MOVEOUT_COMPLETED)

7y

Resume after Handover

Resume Data Exchange

data and services pvailable

A

[N S .
Y




image15.png
7.2.1.2 Signal-Qua

y-Triggered Handover (Edge-Assisted)

Original MN-CSE Destination MN-CSE Orchestrator AE Application /
(MEC-A) (MEC-B) IN-CSE (IN-AE) Service Consumer
: : : Initial Setup |+ : : :
' ' 1 Register MN-CSE ' ' i i
| | h : > : :
| | | 1 Register MN-CSE ' | |
| | | | Register MN-CSE_ | | |
: AE Registration : > 3 3 | |
: : | data and services available i ' o

Subscribe/query radio metrics (RSRP/SINR or vendor telemetry) |

<
| Notify/Publish Link Metrics

Store/Expose Metrics (NgmtObj or flexContainer) |

| Notify/Publish AE Link Metrics

Orchestration Decision

etect degradation
hreshold crossed)

—

| Handover Trigger (link dégradation)

zo0

Y.

|_ Query candidate MN-CSEs / policy
e e

|  Prepare target MN-CSE fready check)

Ready / Accept

' h >

| | State Transfer Scope:

H H - AE identity & attributes

| | - Subscription metadata

| | - Container / state references

' ' - Policy & authorization context

- Reference sharing
- State replication

- Deferred re-creation
- Re-registration

Transition to new MN-CSE

Actual transfer may involve: ' '

Registration Transition
|  Command Re-register to MN-CSE 8 i i i '

| (Optional) De-register / Release i

clean-up device association and subscriptions )

AE Registration

1 >
Subscribe/query radio metrics (RSRP/SINR or vendor telemetry) | !

Resume after Handover

>!

| Resume Data Exctlange : 1

! data and services availble

A S




image16.png
7.2.1.3 Load-Balancing-Based Handover (Orchestrator-Driven)
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7.2.1.4 Device-Initiated Handover (Autonomous Device)
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7.2.1.5 Policy-Driven Handover (CMDH Integration)
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